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Building Distributed Machine Learning
Supercomputers

Abstract. This presentation explores the architectural foundation
of modern ML compute infrastructure. We begin with a quick
refresher on Graphics Processing Units (GPUs) and then a
technical introduction to the Tensor Processing Unit (TPU),
examining its specialized role in accelerating large-scale training
and inference. Finally, we'll detail some essential distributed
strategies and frameworks required to efficiently manage and
orchestrate GPUs and TPUs into an effective ML supercomputer.
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